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Abstract—Referring expressions are natural language descrip-
tions of objects within a given scene. Context is of crucial
importance for a referring expression as the description not
only depicts the properties of the object, but also involves the
relationships of the referred object with other ones. Most of
previous work uses either the whole image or one particular
contextual object as the context. However, the context of these
approaches is holistic and insufficient, as a referring expression
often describes relationships of multiple objects in an image. To
leverage rich context information from all objects in an image,
in this work, we propose a novel scheme which is composed of
a visual context Long Short-Term Memory (LSTM) module and
a sentence LSTM module to model bundled object context for
referring expressions. All contextual objects are arranged with
their spatial locations and progressively fed into the visual context
LSTM module to acquire and aggregate the context features.
And then the concatenation of the learned context features and
the features of the referred object are put into the sentence
LSTM module to learn the probability of a referring expression.
The feedback connections and internal gating mechanism of the
LSTM cells enable our model to selectively propagate relevant
contextual information through the whole network. Experiments
on three benchmark datasets show our methods can achieve
promising results compared to state-of-the-art methods. More-
over, visualization of the internal states of the visual context
LSTM cells also shows that our method can automatically select
the pertinent context objects.

Index Terms—Bundled object context, referring expression,
LSTM, vision-language.

I. INTRODUCTION

V ISION and language are intrinsically two different ways
to represent and exchange information in our daily life.

Recently, how to bridge these two domains has been paid
many research attentions in the area of multimedia [1], [2],
[3], [4], [5] , computer vision [6], [7], [8], [9] and natural
language processing [10], [11]. The majority of previous work
which has focused on linguistic description of images can be
categorized into two types. The first one is image captioning
by describing the entire image with one sentence [7], [12],
[13], [14], [15]. However, it is usually insufficient to describe
an image just with one sentence. Simultaneously, with many
valid ways to describe a given image, it is hard to evaluate
one description is better than the others. To address these
deficiencies, the second type describes an image at the region
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Fig. 1. Complex context in referring expression comprehension and genera-
tion (Best viewed in color).

level, such as dense captioning [16], grounding textual phrases
[17], referring expression comprehension and generation [18],
[19], [20], [21] and so on. While dense captioning is to
describe all salient objects in an image, and grounding textual
phrases is to align image regions and textual phrases in an
image-sentence pair, referring expressions are natural language
expressions which describe an object or region in an image,
for the purpose of pinpointing it uniquely to a listener.

As humans often refer to objects in the physical world
when they have a pragmatic interaction with others, being
able to generate and comprehend referring expression has a
wide range of practical applications. For example, in human-
robot interaction, a robot dialogue system needs to understand
expressions referring to objects in its surrounding environ-
ments. The ability to understand referring expressions makes
the system can handle natural language commands such as
passing me “the air conditioning remote control on the shelf”,
picking up “the green bolt on the table”, etc. Another example
is that understanding referring expressions enables hand-free
mechanism to select objects of interest in an image. For
example, one can tell an image editing software to refine the
properties of one entity in an image by the instruction of “the
plant on the right side of the TV” or “the umbrella held by a
woman wearing a blue jacket”, replacing the traditional way
by indicating it with the mouse.
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Within the realm of referring expressions, in this paper,
we consider two related tasks of referring expression com-
prehension and referring expression generation, mimicking the
listener and speaker roles. (1) The comprehension task mimics
the role of a listener to localize an object in an image given a
referring expression. (2) The inverse task is the generation task
mimicking the role of a speaker to generate a discriminative
referring expression for an object in an image.

Referring expressions usually not only describe the prop-
erties such as color, texture, size and location of the re-
ferred object itself, but also depict its relationships with
other objects in the given image. Moreover, in contrast to
generic context-agnostic image captions, referring expressions
are context-aware. For instance, in the top left of Fig. 1, a
literal description “A tennis racket held by a woman” conveys
abundant semantic information to describe the target tennis
racket (bounded with red solid rectangle), but it would be
inadequate to disambiguate it from another one within the
image. When generating an expression for a target object, we
inherently emphasize the referred object while keeping other
context objects within the image in mind.

Above all, to generate a satisfactory expression, context
is of crucial importance. It is an essential part of the input
information to provide a broader understanding of the image
and deliver visual cues to decide what to emphasize and what
to ignore. Some previous work has studied the problem of
modeling context for referring expressions. These methods
either use the whole image [22] or one particular context
object [23] as the context. However, this kind of context is
holistic and insufficient, as there are usually multiple objects
in an image and a referring expression often involves multiplex
relationships between them. We human beings always take
many context objects into consideration when generating an
expression for a target object. For example, as shown in Fig. 1,
when generating the expression “Tennis racket of the woman
with white shirt”, besides considering how to describe the
target tennis racket (bounded with red solid rectangle), we
not only take the attributes of the other tennis racket (bounded
with yellow dash rectangle) into account, but also infer how to
distinguish two instances of woman (bounded with cyan solid
rectangle) in the image. Both of these related context objects
provide information to produce the appropriate results.

To generate an unambiguous expression to describe an
object, speakers perform an exhaustive scan of the objects
in the image [24]. In the same spirit, we exploit multiple
objects context for referring expressions by leveraging all
of the objects in the image. Unlike the work of Yu et al.
[25], which just focus on visual comparisons among the other
objects of the same category of the target object, we use
objects of both the same category and different categories
with the target object. By considering all of these objects, the
learned context reveals more details of the image and provides
larger visual cues and abundant information to describe the
target object.

In this paper, we propose a novel framework to model
bundled object context for referring expressions, as shown
in Fig. 2. All contextual objects are bundled together with
an Long Short-Term Memory (LSTM) network to get the

context features. To represent the objects in a sequential way,
we arrange them in an order of their locations in the image.
The LSTM cell progressively takes each of the objects as
inputs and decides whether to retain the information from
the current input or discard it based on the information it
captured from its previous states and current input. Then the
learned bundled object context features and the features of
the referred object are put into a second LSTM to learn
the probability of a referring expression. The feedback con-
nections and internal gating mechanism of the LSTM cells
enable our model to selectively propagate relevant contextual
information. Experiments on three benchmark datasets show
our methods can achieve promising results compared to state-
of-the-art methods. Visualization of the internal states of the
LSTM cells also show that our method can automatically
select the pertinent context objects.

In summary, the main contributions of our paper are as
follows:
• We firstly use an LSTM network to learn bundled object

context for referring expressions from all context objects
in the image. The learned context contains information
from objects of both the same category and different
categories with the target object.

• We visualize the internal states of the LSTM cells. The
results show that our model can automatically select the
relevant context objects to capture discriminative and
informative context features.

• We quantitatively and qualitatively validate the effective-
ness of our model on three benchmark datasets, and
achieve promising results compared to state-of-the-art
methods.

In the following of our paper, we give a brief overview of
related work in Section II. We then describe our methods for
referring expression comprehension and generation in Section
III and present the quantitative and qualitative results in
Section IV. At last, we give our conclusion in Section V.

II. RELATED WORK

In this section, we briefly review the related work on
image captioning and referring expressions. Moreover, we also
review a series of methods using recurrent neural networks to
capture rich contextual information.

A. Image Captioning

The task of image captioning takes an entire image as the
input and outputs a natural language sentence that describes
its content. Farhadi et al. [26] use the method based on
image retrieval. That is, to create a description for a novel
image, they first search captioned images which are similar
to the novel image in a database, and then simply transfer the
descriptions of the retrieved images to the novel one. Kulkarni
et al. [6] use the method generating descriptions based on
a set of fixed sentence templates. They first detect elements
such as attributes, objects and actions in the image, and then
fill the template with them to generate sentences. Recent
popular approaches are based on neural networks. Karpathy
et al. [7] and Mao et al. [27] use a deep Convolutional
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Fig. 2. The architecture diagram of our method. Given an image, we first detect a fixed number of objects in the image. These objects are sorted by their
locations in the image with the order of from left to right and top to down (The entire image is also considered as a special object, denoted as R1). The
visual context LSTM initially processes the context sequence which is composed of all the context objects to produce their hidden representations. All the
hidden representations are combined with a fully connected layer to obtain the bundled object context. The sentence LSTM receives the features of the target
object as well as the context features to generate the description.

Neural Network (CNN) to extract visual features, and then
put the features into a Recurrent Neural Network (RNN) as
the initial start word to generate image descriptions. Wu et
al. [28] propose a method that explicitly incorporates high-
level concepts into the successful CNN-RNN based approach,
and show that it achieves a significant improvement. Xu et al.
[13], You et al. [29] and Liu et al. [30] incorporate attention
mechanism to LSTM networks to generate sentences. Jin et al.
[12] use attention based on image regions to generate global
descriptions for images. While attention is sequentially used
to select visual or semantic elements when generating one
token of a description, the proposed method in our paper
aims to model useful context when generating the whole
description. Even though much progress has been achieved in
image captioning, one challenge is that the description that a
system should generate for an whole image is task dependent.
A further step beyond image captioning is to locate or describe
image regions. Therefore, there have been many tasks focusing
on image regions or objects such as dense captioning [16],
grounding textual phrases [17]. In this paper, we focus on
referring expression generation and comprehension which also
involve specific objects within an image.

B. Referring Expressions

Referring expressions have attracted research interest in
multimedia and related areas. Comprehension and generation
are two tasks associated with referring expression. The com-
prehension task requires a system to select the object described
by a given expression. To address this issue, Mao et al. [22]
and Hu et al. [31] first learn a generative model with paired
object and sentence and then look for object maximizing the
probability of the given expression. Wang et al. [32] and
Plummer et al. [33] learn embedding models to minimize
the distance between paired object and text. The generation

task is to generate an expression for a specified object within
an image. Many approaches have been proposed for referring
expression generation [34], [19], [24], [35], [36]. FitzGerald
et al. [20] learn a probabilistic model for referring expressions
which identify sets of visual objects, and treat the task as a
density estimation problem. Kazemzadeh et al. [18] use an
optimization based method for referring expressions gener-
ation. Different from these approaches which use template-
based methods to generate expressions with fixed grammar
pattern, Mao et al. [22] and Hu et al. [31] begin to use
LSTM based networks to generate referring expressions. Luo
et al. [35] propose to use learned comprehension models to
guide generating better referring expressions. As generating
referring expressions is concerned with how we produce a
description of an object that enables the listener to identify that
object in a given image, the context is very important. Unlike
most of the works only using the whole image as the context,
Nagaraja et al. [23] explicitly use a multiple-instance learning
method to learn a supporting context object for each target
object to comprehend referring expressions. Yu et al. [25] add
visual comparisons which encode the visual difference among
the other objects of the same category of the target object to
the context features. In this work, we use an LSTM to learn
bundled object context. Our context is informative because it
is composed of objects of both the same category and different
categories with the target object in the given image.

C. Modeling Context with RNNs

The recurrent connections with its previous states allow
Recurrent Neural Network (RNN) to have the ability to
memorize information from its past inputs, thus influencing
its outputs progressively [37]. This mechanism enables RNN
to capture context information in the sequential inputs. Due
to the vanishing gradients problem [38], Long Short-Term
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Memory (LSTM) [39] network has been proposed. Both RNN
and LSTM are widely used in modeling context for many
tasks, such as image classification [40], object detection [41],
[42], segmentation [43], [44], scene labeling [45], [46], human
re-identification [47] and so on. Besides capturing contextual
dependency, LSTM can also selectively allow or block the
inputs through the network with its multiplicative gates. In
the work of Palangi et al. [48], it has been found that LSTM
cells can automatically attenuate the unimportant words and
detect the salient keywords in the sentence. In the work of
Varior et al. [47], it also has been shown that LSTM cells
can automatically select relevant region parts when comparing
two images. Our work aims at building an architecture with
an LSTM network as its one component to model bundled
object context features for the referring expression tasks. To
the best of our knowledge, this is the first attempt to use LSTM
networks to model context for referring expressions.

As LSTMs have shown to be powerful models for capturing
dependencies among sequential data, many approaches utilize
them for non-sequential data. Vinyals et al. [49] utilize LSTMs
to model dependencies between the elements of a set. Their
work demonstrates that for some problems, such as geometric
problems, choosing an intuitive ordering of the outputs results
in slightly better performance. Jiang et al. [50] also use LSTMs
to model dependencies between the predicted labels for multi-
label image classification. In their work, the label orders are
determined according to their occurrence frequencies in the
training data. Gkioxari et al. [51] predict structured output
variables sequentially where the output variables are sorted
in descending order according to the detection rates of an
unchained feed forward net. Most similar to our work, Chen et
al. [52] and Liu et al. [53] sort the detected objects according
to their detected confidence scores to model useful context
among them. In this paper, we also investigate several orders
that are used to arrange the context objects.

III. OUR MODEL

In this section, we describe our model which utilizes rich
information in the image to learn bundled object context for
referring expression generation and comprehension, as shown
in Fig. 2. It is composed of two modules: a visual context
LSTM and a sentence LSTM. The visual context LSTM
receives all the context objects in the image to aggregate
a compact and informative context features, mimicking the
reaction mechanism of humans - when referring an object
in an image, they often perform an exhaustive scan of all
the objects. Given the features of the referred object and
the learned context features, the sentence LSTM sequentially
generates the words of a sentence to describe it.

A. Formulation

We address two associated tasks: referring expression gener-
ation and comprehension. The generation task takes an image
I and an interior object r as the inputs, and generates an
expression s.

G : I × r → s (1)

In order to solve this problem, we design a model
PG(s|I, r). With PG, we have:

G(I, r) = argmax
s

PG(s|I, r) (2)

To train PG, we need a dataset with image, object and ex-
pression triples {(Ii, ri, si)}. Since we will use CNN+LSTM
based model to represent PG(s|I, r), of which the core idea
is usually to maximize the probability of the description given
the input image and object, we can generate the terms of
s one after another until the end of it. This is similar to
image captioning, except the input is the {image, object}
pair instead of the entire image. The whole model is trained to
minimize cross entropy loss which is equivalent to maximize
the likelihood:

Lloss = −
∑N

i

∑T

t−1
(logPG(si, t|si, 1:t−1, Ii, ri)) (3)

where N is the total number of samples in the training set of
the dataset, si, t is the t-th word of the ground truth expression
si, and T is the length of si.

In the comprehension task, given a query q expression and
an image I , we are asked to locate an object r̂ from a set of
objects R = {ri} in the image.

C : I × q → r, r ∈ R (4)

For this task, we can learn a comprehension model which
measures the probability of an object given the image and
the query expression PC(r|I, q). Given the comprehension
model, the selected object is: r̂ = argmaxr∈RPC(r|I, q).
By Bayes’ rule, we have

P (r|I, q) = P (q|I, r)P (r|I)∑
r′∈R

P (q|I, r′)P (r′|I)
(5)

With the assumption of the uniform prior for P (r|I) [22], the
function can be simplified as r̂ = argmaxr∈RPC(q|I, r).
This means that the model which is trained for the generation
task can be used to accomplish the comprehension task. So
we use the same model for both of these two tasks.

B. The LSTM Model

LSTM networks have been widely used to model con-
textual dependency and extract discriminative features for
image classification, object detection, scene labeling and so
on. It has been demonstrated that the LSTM architectures can
spot salient keywords from sentences and speech inputs [54],
[48]. The work of Varior et al. [47] also shows that LSTM
networks can automatically select salient strips from images
when comparing two images. The internal gating mechanism
in the LSTM cells can regulate the propagation of certain
relevant context, which enhance the discriminative capability
of the features. The core idea of our work is that we use a
visual context LSTM network to learn discriminative context
from a set of context objects as well as a sentence LSTM
network to generate the expression given the target object
features and the corresponding context features, as shown in
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Fig. 2. Both of the LSTM networks have the same architecture
which is described as below.

LSTM takes in the output of the previous time step, as well
as the input at the current time step, as the inputs of the current
unit. The update equations at time l can be formulated as:

il = σ(Wixxl + Wimml−1) (6)
fl = σ(Wfxxl + Wfmml−1) (7)
ol = σ(Woxxl + Womml−1) (8)
cl = fl � cl−1 + il � φ(Wcxxl + Wcmml−1) (9)
ml = ol � φ(cl) (10)

where l ranges from the start of the input sequence to the
end of it; il, fl and ol represent the input gate, forget gate,
and output gate at time step l respectively; cl is the state of
the memory cell and ml is the hidden state; � represents
the element-wise multiplication, σ(·) represents the sigmoid
function and φ(·) represents the hyperbolic tangent function;
W[·][·] denote the parameters of the model.

C. Modeling Bundled Object Context

Context is an essential part of the input information for re-
ferring expression generation and comprehension. A straight-
forward way to increase the discriminative and informative
power of the context features is to leverage rich information in
the image. This motivates us to combine all the features of the
context objects to form bundled object context with an LSTM
network. As the LSTM network can automatically select the
relevant context objects and discard the unrelated objects, the
combination of all the hidden states can form abundant context
features for referring expressions.

We use the visual context LSTM to model bundled ob-
ject context. It receives the context objects one-by-one and
sequentially acquire and aggregate the relevant information,
encoding multiple objects features into a compact context
vector. To be specific, given an image I , we first detect a fixed
number of objects in the image. As the spatial information
of objects in an image is vital for modeling object-object
relationships and is also an important heuristic for many visual
tasks [55], [52], we then sort these objects by their locations in
the image. More accurately, they are arranged with the order
of from left to right and top to down. Specially, the entire
image is also considered as a special object and is arranged
at the first position before all of the objects , denoted as R1.
We use seq(I) to denote its initial sequential representations
of the image, which contains a sequence of representations
seq(I) = {R1, R2, ... RN}, where R2 to RN are the local
object features extracted from the ’fc7’ layer of VGGNet [56]
which is pre-trained on ImageNet dataset [57] and R1 are
the global CNN features of the whole image which are also
extracted from the ’fc7’ layer of ImageNet VGGNet [56].
As a referring expression differentiates one object from other
objects, the context sequence can be obtained by replacing the
referred one Ri with the whole image R1, as shown in Fig. 2. It
is represented as seqcontext(I, Ri) = {R1, R2, ...R1, ...RN},
where Ri is the referred object and is replaced by R1. In

this manner, we can get object-specific conetxt sequence for
each target object. Then the visual context LSTM takes in
seqcontext(I, Ri) by encoding each object into a fixed length
vector. Thus, we have encoding hidden states computed from:

hten = LSTMen(seqcontext(I, Ri)ten , hten−1), ten = 1, 2, ...N
(11)

Once the hidden representations from all the context objects
are obtained, they are combined to obtain the bundled object
context conVi for the referred object Ri as shown below:

conVi = WT
C [(h1)

T , (h2)
T , ...(hr)

T , ..., (hN )T ], r = 1, 2, ..., N
(12)

where WC is the transformation matrix we need to learn and
[·]T indicates the transpose operation.

D. Generating Expression

After getting the context features, the sentence LSTM is
used to generate the expression describing the target object.
It is fed with the features of the referred object along with
the bundled context conVi, and then generates the natural
language. To represent the object, we use the approach used
by Mao at al. [22]. Specifically, the features of the referred
object are composed of visual appearance representations Ri

and location and size representations li. Ri are the features
extracted from VGGNet, as mentioned in the previous section.
li are the features encoding the target object location and size.
li = [xtl

W , ytl

H , xbr

W , ybr

H , w·h
W ·H ], where x and y are the locations

of the top left and bottom right corners of the target object;
w and h are the width and height of the object; W and H are
the width and height of the image. The final features vi used
to generate the sentence are obtained from the concatenation
of these three features.

vi = [Ri, conVi, li] (13)

Given the vector vi, the language model is trained to
minimize the cross entropy, decoding it into its corresponding
expression si.

L(i) = −
∑T

t=1
(log p(si, t|si, 1:t−1, vi)) (14)

E. Training and Inference

The visual context LSTM and the sentence LSTM are
optimized end-to-end with the loss in Eq. 14. The overall loss
of our model is formally written as:

J(θ) = −
∑N

n=1
log p(sn|rn, Cn, θ) (15)

where sn is the expression, rn is the referred object, Cn is the
corresponding context sequence. We also use max-margin loss
(also named Maximum Mutual Information training, MMI)
[22] to enhance the probability of a referring expression to
be high for the true object and low for other objects. For a
referring expression, let rn be the true object and r

′

n be a
negative object where r

′

n ∈ R\rn, Cn and C
′

n be the context
sequences corresponding to rn and r

′

n respectively, then the
loss function is written as:
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J ′(θ) = −
∑N

n=1
log p(sn|rn, Cn, θ)+

λmax(0,M − log p(sn|rn, Cn, θ) + log p(sn|r′n, C ′n, θ))
(16)

To obtain the objects in the image, we train a Faster-RCNN
[58] model using the VGG-16 convolutional architecture [56].
The model is first pre-trained on the ImageNet [57] dataset and
then is fine-tuned on the validation set of MS COCO [59], as
the validation set of MS COCO is also used by Yu et al. [25] to
train their detectors. Then the model is used to detect objects
with high confidence in the image. We train our model which
is composed of two LSTM sub-networks on the framework of
Caffe [60]. We use the mini-batch stochastic gradient descent
method with the batch size of 30. The hidden state size of the
visual context LSTM is set to 512, and the hidden size of the
language LSTM is set to 1024.

In the testing phase, we run our object detector on the
testing image, and the feature representations of the objects
are fed into our model. For the comprehension task, given an
expression and a set of objects, the object with the highest
probability to generate the sentence is selected as the target
object. For the generation task, the sentence LSTM generates
words sequentially and stops when it generates the special
<EOS> word.

IV. EXPERIMENTS

A. Datasets

We verify the effectiveness of our method on three public
datasets: RefCOCO [25], RefCOCO+ [25] and RefCOCOg
[22], which provide images with both local objects and corre-
sponding natural language descriptions.

RefCOCO [25] is collected by playing the ReferIt Game
[18] on images with two or more objects of the same object
category. It is composed of 142,210 referring expressions for
50,000 objects in 19,994 images. We use the splits provided
by Yu et al. [25]. The training set has 16,994 images, 42,404
objects and 120,624 referring expressions. The validation
set has 1,500 images, 3,811 objects and 10,834 referring
expressions. The testing partition contains two splits. TestA
split has 750 person-centric images, 1,975 objects and 5,657
referring expressions. TestB split contains 750 images, 1,810
objects and 5,095 object-centric referring expressions.

RefCOCO+ [25] is collected in the same way with Ref-
COCO except its expressions focus more on purely appear-
ance. It has 141,564 expressions for 49,856 objects in 19,992
images. The splits we use is the same with Yu et al. [25]. The
training set has 16,992 images, 42,278 objects and 120,191
referring expressions. The validation set has 1,500 images,
3,805 objects and 10,758 expressions. TestA split has 750
images, 1,975 objects and 5,726 expressions, and TestB split
contains 750 images, 1,798 objects and 4,889 expressions.

RefCOCOg [22] is constructed on Amazon Mechanical
Trurk with images containing from 2 to 4 instances of the
same object category. It has 25,799 images (without the test
set which is not released yet), 49,820 objects and 95,010
referring expressions. We work with the partitioning provided

by Mao et al. [22]. More precisely, the training partition has
24,968 images, 44,820 objects and 85,474 expressions. The
validation partition has 4,650 images, 5,000 objects and 9,536
expressions.

B. Evaluation Metrics and Settings

For the referring expression comprehension task, instead of
recursively using the predicted word as the input of the next
time step to generate a sentence for each object, the learned
model takes the given sentence word by word as inputs. It
calculates the per-word cross entropy losses between the given
word and the predicted word for each object. Corresponding
sentence object pairs would have low average losses, while
non-corresponding ones would have higher average losses. The
object with the lowest loss is selected as the target one. The
evaluation is simply performed by measuring the Intersection
over Union (IoU) ratio between a ground truth box and the
predicted box for a referring expression, as done in [22],
[25], [23]. We use Precision@1, more precisely, if the IoU is
larger than 0.5, the prediction is considered as a true positive.
Otherwise, we count it as a false positive. We use the average
score over all images.

For the referring expression generation task, we evaluate the
generated descriptions in the same way as evaluating image
caption [7]. We use the most commonly used metric such as
BLEU, METEOR and ROUGE. While BELU [61] evaluates
a candidate sentence by measuring the fraction of n-grams
that appear in a set of references, METEOR [62] evaluates
a generated sentence by computing a score based on word
level matches between the generation and a set of references.
ROUGE [63] counts the number of overlapping units between
the generated description and its references.

As referring expressions in RefCOCOg are longer than
referring expressions in RefCOCO and RefCOCO+, the max
length of the sentences in RefCOCOg is set to 20, and the
max length of the sentences in RefCOCO and RefCOCO+
are set to 10. For the max-margin loss, we sample 4 negative
examples for each referring expression and its referred object
in training. At the same time, the margin M is set to 0.1 and
the margin weight λ is set to 1.

C. Describing an Image with Local Objects

We first validate whether the visual context LSTM can
capture discriminative features for language models to gen-
erate descriptions. We propose a framework which use local
objects in an image to describe the content of it, as shown
in Fig. 3. Different from most existing work where the input
image is represented by the CNN features of the whole image,
we propose to represent the input image as a sequence of
detected objects. These objects are arranged in an order of
their locations in the image and fed as the input sequence
of the visual context LSTM network. Precisely, the image
is represented as seq(I) = {R1, R2, ... RN}, as introduced
in Section III-C. In this experiment, the regions used to
represent the image are the ones generated by our region
proposal network (See Section III-E for details). After the
hidden representations from all the objects are obtained, they
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Fig. 3. The overview of describing an image with the entire image and a
sequence of objects in the image.

are concatenated with a fully connected layer to form the
features representing the image. Then the features are put into
a second LSTM to generate natural language to describe the
image. To compare the performance of describing an image
with the whole image and local objects, we randomly select
15,000 images from the training set of RefCOCOg as our
training set and respectively select 1,500 images from the rest
as the validation set and testing set.

Fig. 4 demonstrates the performance with various numbers
of objects as well as the whole image on our testing set. It can
be seen that representing the image with objects is much better
than the whole image. The visual context LSTM progressively
receives the objects and encodes these local features into a
discriminative vector representing the image. With the increase
of the objects, more details of the image are revealed, so the
performance increases. After reaching a certain threshold, the
increase of the objects brings more noise, so the performance
decreases. As shown in Fig. 4, when the number of objects
is 5 (excluding the first one which is the whole image), the
model achieves the best performance.

D. Arranging Context Objects with Different Orders

In order to capture important dependencies among the
context objects and at the same time allow for tractable
inference, the order of the context objects is an important
issue to learn the bundled object context. Besides arranging
the context object according to their spatial locations in the
image (BOC+MMI-Spatial), we also investigate the other two
kinds of orders: the area order (BOC+MMI-Area) and the
confidence order (BOC+MMI-Confidence). The area order is
that the detected objects are sorted by their areas from big to
small, as we usually tend to pay attention to big objects and
neglect small objects. The confidence order is that objects are
sorted by their confidence scores from big to small, where the
confidence scores are provided by the object detection model.

Table I shows the referring expression comprehension re-
sults on the RefCOCO dataset when the context objects are

TABLE I
REFERRING EXPRESSION COMPREHENSION RESULTS (%) ON REFCOCO

WHEN THE CONTEXT OBJECTS ARE ARRANGED WITH DIFFERENT ORDERS

Test A Test B
GT DET GT DET

BOC+MMI-Spatial 75.89 68.98 76.15 57.21
BOC+MMI-Area 75.62 67.86 75.96 57.02

BOC+MMI-Confidence - 67.56 - 56.99
MMI [22] 71.72 64.90 71.09 54.51

arranged with different orders. Both of the models are trained
with MMI. With any kind of order, the proposed method with
bundled object context (BOC+MMI) works much better than
the baseline (MMI) which uses the entire image as the context
[22]. More importantly, it also can be observed that the the
spatial order achieves the best performance and the other two
get comparable performance. So in the following sub-sections,
we use the spatial order to arrange the context objects.

E. Referring Expression Comprehension

For the referring expression comprehension task, we evalu-
ate the performance of our method on RefCOCO, RefCOCO+
and RefCOCOg. We conduct experiments on two kind of
settings as the same in [22], [25], [23], [35]. The first one is
that the object proposals are got from ground truth bounding
boxes. While the ground truth number of objects in image
varies from each other, the proposed method needs a fixed
number of objects as its input proposal set, so we select
the top k objects with big sizes. The second one is that the
object proposals are generated by object detectors. We use
the trained Faster-RCNN model to extract k objects with high
confidences. When the number of objects is 5, most details in
the image are presented and the image level captioning model
achieves the best performance (as validated in Section IV-C),
so we use k = 5 for all three datasets.

The results are shown in Table II. For fair comparisons,
we also provide the results that use the same proposals with
previous work. Because the split for RefCOCOg in [23] is
different from the split (which is used in our paper) in [25],
the corresponding results are not presented. It can be observed
that our method which uses the learned bundled object context
(BOC) works much better than the baseline [22]. For example,
when in the RefCOCO dataset, our method not only gets a
gain of 4.17 when the object proposals are provided by ground
truth bounding boxes (GT), but also has a gain of 4.08 when
the proposals are generated from object detectors (DET). At
the same time, for the most cases, our method also surpasses
the approaches proposed in [23], [25], [35]. We can conclude
that the approaches using the same proposals with previous
work also get better performance than the baselines. The
results demonstrate the effectiveness of our method both in the
settings of GT and DET. Fig. 5 shows a few comprehension
examples from the test set of RefCOCO. Compared with the
baseline [22] which uses the whole image as the context, our
model receives information from all the objects in the image
and thus pinpoints the referred objects more accurately.
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Fig. 4. The effect of number of objects for describing an image. Whole 4096 denotes representing the image with the CNN features of the whole image.
Object 3 denotes representing the image with 3 objects within it.

TABLE II
REFERRING EXPRESSION COMPREHENSION RESULTS (%) ON REFCOCO, REFCOCO+ AND REFCOCOG DATASETS. “GT” REPRESENTS THAT THE

OBJECT PROPOSALS ARE PROVIDED BY GROUND TRUTH BOUNDING BOXES AND “DET” REPRESENTS THAT THE PROPOSALS ARE GENERATED FROM
OBJECT DETECTORS

RefCOCO RefCOCO+ RefCOCOg
Test A Test B Test A Test B Val

GT DET GT DET GT DET GT DET GT DET
MLE [22] 63.15 58.32 64.21 48.48 48.73 46.86 42.13 34.04 55.16 40.75
MMI [22] 71.72 64.90 71.09 54.51 58.42 54.03 51.23 42.81 62.14 45.85
visdif [25] 67.57 62.50 71.19 50.80 52.44 50.10 47.51 37.48 59.25 41.85

visdif+MMI [25] 73.98 67.64 76.59 55.16 59.17 55.81 55.62 43.43 64.02 46.86
Neg Bag Margin [23] 75.6 58.6 78.0 56.4 - - - - - -

Pos & Neg Bag Margin [23] 75.0 58.7 76.1 56.3 - - - - -
Com-guided [35] 74.04 68.11 73.43 55.18 60.26 57.05 55.03 43.74 - -

BOC (Faster-RCNN) 72.18 62.78 73.46 54.19 56.60 48.26 51.90 37.27 61.59 47.79
BOC+MMI (Faster-RCNN) 75.89 68.98 76.15 57.21 61.45 57.27 55.93 43.83 65.75 53.70

BOC+MMI (Multibox) - - - - - - - - - 52.62
BOC+MMI (MCG) - 66.21 - 57.69 - - - - - -

BOC+MMI (Fast-RCNN) - 68.72 - 57.08 - 57.23 - 43.82 - -

(a) Guy in yellow behind ball. (d) Left most carrot.

(b) Black shirt light blue jeans glasses. (e) Red buttons middle of pic.

(c) Man wearing hat and tie. (f) Bottom light green apple.
Bundled object contextImage contextGround truth Bundled object contextImage contextGround truth

Fig. 5. Referring expression comprehension results on the test set of RefCOCO. (a-c) are examples from the TestA partition, and (d-f) are examples from
the TestB partition.
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TABLE III
REFERRING EXPRESSION GENERATION RESULTS ON REFCOCO, REFCOCO+ AND REFCOCOG DATASETS

RefCOCO Test A RefCOCO Test B
BLEU-1 BLEU-2 ROUGE METEOR BLEU-1 BLEU-2 ROUGE METEOR

MLE [22] 0.477 0.290 0.413 0.173 0.553 0.343 0.499 0.228
MMI [22] 0.478 0.295 0.418 0.175 0.547 0.341 0.497 0.228
visdif [25] 0.505 0.322 0.441 0.184 0.583 0.382 0.530 0.245

visdif+MMI [25] 0.494 0.307 0.441 0.185 0.578 0.375 0.531 0.247
BOC 0.510 0.321 0.427 0.185 0.575 0.376 0.512 0.242

BOC+MMI 0.495 0.317 0.425 0.184 0.579 0.377 0.519 0.249

RefCOCO+ Test A RefCOCO+ Test B RefCOCOg Val
BLEU-1 BLU-2 ROUGE METEOR BLEU-1 BLEU-2 ROUGE METEOR BLEU-1 BLEU-2 ROUGE METEOR

MLE [22] 0.391 0.218 0.356 0.140 0.331 0.174 0.322 0.135 0.437 0.273 0.363 0.149
MMI [22] 0.370 0.203 0.346 0.136 0.324 0.167 0.320 0.133 0.428 0.263 0.354 0.144
visdif [25] 0.407 0.235 0.363 0.145 0.339 0.177 0.325 0.145 0.442 0.277 0.370 0.151

visdif+MMI [25] 0.386 0.221 0.360 0.142 0.327 0.172 0.325 0.135 0.430 0.262 0.356 0.145
BOC 0.392 0.224 0.348 0.145 0.334 0.174 0.332 0.140 0.443 0.273 0.364 0.151

BOC+MMI 0.401 0.238 0.358 0.153 0.340 0.178 0.339 0.140 0.436 0.270 0.359 0.148

BOC：boy in red. (METEOR: 0.333)

MLE：right kid. (METEOR: 0.175)

GT:

BOC：girl in blue. (METEOR: 0.195)

MLE：boy in blue. (METEOR: 0.103)

red shirt.
red.

guy on right.

GT: little girl.

child on left.

BOC：right donut. (METEOR: 0.335)

MLE：second row from right second 

GT: middle far right.

middle right donut.
middle row right one.

from right. (METEOR: 0.175)
BOC：bottom right luggage.

 (METEOR: 0.290)

MLE：right bottom corner.
         (METEOR: 0.194) 

GT:
the black suitcase on the bottom.
bottom luggage on right cart.

in first metal rack in right hand corner.

GT: mid elephant.

middle elephant.

middle back of elephant.

MLE：black elephant. (METEOR: 0.200) 

BOC：elephant in middle. (METEOR: 0.390)

GT: right couch.

couch on right.

MLE：right bed. (METEOR: 0.200) 

BOC：couch on right. (METEOR: 1.00)

GT: center.
middle guy.
guy in the middle.

MLE：man in front. (METEOR: 0.051)

BOC：man in middle. (METEOR: 0.204)

GT: falling.
player in white.

guy flopping around on the right.

MLE：white shirt. (METEOR: 0.175)

BOC：guy in white shirt. (METEOR: 0.256)

Fig. 6. Referring expression generation results on the test set of RefCOCO. The first row shows two examples in the testA partition and the second shows
two example from the testB partition.

F. Referring Expression Generation

For the referring expression generation task, we evaluate the
usefulness of the proposed method on RefCOCO, RefCOCO+
and RefCOCO. The baselines are max likelihood (MLE)
and Maximum Mutual Information training (MMI) of max
likelihood in [22]. We also compare our method with [25]
which uses the visual comparison as the context.

The referring expression generation results are shown in
Table III. We can observe that our model achieves the best
performance on the metric of METEOR. The reason why our
method always has better results on this metric is that we use it
as the criterion to terminate the training procedure. Meanwhile,
our method also gets comparable results on all other metrics.
The results show that our method improves generation quality.

Unlike the comprehension task, MMI training does not always
bring improvement in all the datasets. Fig. 6 shows several
referring expression generation results on the test set of
RefCOCO. Considering all the context objects in the image,
our model captures and aggregates informative context features
and thus generates better expressions for the referred objects.

G. Visualization of the Visual Context LSTM

The aim of this experiment is to visualize the properties of
the visual context LSTM model and explain how it works in
capturing informative and discriminative context information
from all of the context objects. We examine the temporal
evolution of internal gate states and understand how the
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Seqcontext: [Im, 2, Im, 4, 5, 6]
GT: purple. lady in purple.

4

5

6

2

purple shirt/long hair.

target

Seqcontext: [Im, 2, 3, 4, Im, 6]
GT: laptop on far right. laptop right. 

laptop on right.

target
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GT: banana eater. lady eating banana. 
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Fig. 7. Visualization of the input gate activation values of the visual context LSTM. The first column shows the images, corresponding referred objects
and expressions. The second column shows the original input gate activation values, the mean activation values and the min-max normalization of the mean
activation values for each part of the input sequence of the visual context LSTM (Best viewed in color).

visual context LSTM retains valuable context information and
attenuates unimportant information.

Fig. 7 shows four examples from the test set of RefCOCO.
As the dimension of hidden state of the visual context LSTM is
512, so the gate activation values are 512 dimensional vectors
whose values range from 0 to 1. The input, the output and
the forget gates of the LSTM architecture modulate whether
its memory cell is written to, reset or read from respectively,
so the input gate activation values work in such a way that
relevant information in the input sequence is propagated and
unimportant information is attenuated. From the response (i.e.
the input gate activation values) to different objects, we would
like to qualitatively answer the question whether the visual
context LSTM can select and propagate relevant contextual
information or discard the irrelevant contextual information.
In Fig. 7, the first column shows the images, corresponding
referred objects and expressions. The second column shows
the original input gate activation values, the mean activation
values and the min-max normalization of the mean activation
values for each part of the input sequence of the visual context
LSTM. From the left one in the first row, we can observe that
to generate the expression “lady eating banana”, the visual
context LSTM selects and propagates the relevant banana
(marked with 4) object as the corresponding normalized mean
activation value is big (i.e. 1.0). Meanwhile it attenuates the
irrelevant object (marked with 6) which is a part of the
body far away from the target object, as the corresponding
mean activation value is small (i.e. 0.11). The left one in the
second row also demonstrates that other laptops are important
context for referring the right laptop while the keyboard is
less important. The visualization indicates that meaningful
patterns can be learned by the visual context LSTM. By
automatically selecting and attenuating context objects, the
visual context LSTM can capture and aggregate informative

and discriminative context features.

V. CONCLUSION

In this paper, we have proposed a method for referring
expression generation and comprehension, which is composed
of a visual LSTM module for learning bundled object context
and a sentence LSTM module for generating natural language.
The visual context LSTM receives all context objects pro-
gressively and encodes all the information to informative and
discriminative bundled object context features. The learned
bundled object context reveals more details of the image and
provides abundant visual information to describe the target
object. By analyzing the internal input gate of the visual
context LSTM module in our network, we show that it can au-
tomatically select the relevant objects and discard the irrelevant
ones. Our method is evaluated on several challenging referring
expression datasets and it achieves promising results compared
to the state-of-the-art. In future work, we will focus on adding
reasoning modules to the language model of our framework
to generate less ambiguous expressions which contrastively
describe referred objects.
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